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�  Cost:	  €1.39	  
�  Value	  to	  you:	  €2.38	  



�  Consumer’s	  Goal	  
�  Maximize	  total	  value	  
of	  goods	  

�  Stay	  in	  budget	  



�  Cost:	  $1.39	  
�  Value	  to	  you:	  $2.38	  



�  Consumer’s	  Goal	  
�  Maximize	  total	  value	  
of	  goods	  

�  Stay	  in	  budget	  



�  Supermarket	  wants	  to	  set	  prices	  to	  maximize	  profits	  
�  Supermarket	  doesn’t	  know	  the	  values	  each	  customer	  
has	  for	  each	  item.	  

�  Track	  purchases	  

�  Find	  consistent	  values	  of	  products	  over	  time	  assuming	  
consumers	  make	  their	  optimal	  choices.	  

	  



�  Consumer’s	  Goal	  
�  Maximize	  total	  value	  
of	  goods	  

�  Stay	  in	  budget	  
�  Find	  set	  S	  that	  
maximizes	  

�  max	  Σi∈S	  vi	  
�  subject	  to	  

�  Σi∈S	  ci	  ≤	  B	  



�  Find	  set	  S	  that	  maximizes	  
�  max	  Σi∈S	  vi	  

�  subject	  to	  
�  Σi∈S	  ci	  ≤	  B	  

�  Better	  known	  as	  the	  Knapsack	  Problem	  
�  NP-‐complete	  



�  Find	  set	  S	  that	  maximizes	  
�  max	  Σi∈S	  vi	  

�  subject	  to	  
�  Σi∈S	  ci	  ≤	  B	  

�  NP-‐complete	  but	  consumers	  still	  shop.	  
�  Approximate	  their	  optimal	  choice	  
�  Greedy:	  Pick	  next	  item	  to	  max	  vi/ci	  
�  Better	  optimization	  by	  using	  approximate	  values	  



�  Given	  a	  list	  of	  prices	  and	  buying	  behavior	  spread	  over	  
several	  trips	  for	  a	  single	  consumer.	  

� We	  find	  valuations	  for	  each	  of	  the	  products	  for	  that	  
consumer.	  
�  Consumer	  using	  those	  valuations	  might	  not	  have	  that	  
buying	  behavior	  even	  if	  acting	  optimally.	  

�  Consumer	  using	  those	  valuations	  and	  that	  buying	  
behavior	  performs	  close	  to	  optimally.	  

�  Similar	  results	  for	  non-‐linear	  valuations.	  



�  Require	  efficiently	  computable	  economic	  agents.	  
�  Bring	  in	  tools	  of	  computational	  complexity	  to	  analyze	  
the	  interactions,	  strategies	  and	  equilbrium	  behavior.	  



C	   D	  

C	   (3,3)	   (0,4)	  

D	   (4,0)	   (1,1)	  



C	   D	  

C	   (3,3)	   (0,4)	  

D	   (4,0)	   (1,1)	  

Can	  get	  cooperation	  if	  	  
we	  have	  more	  rounds	  
than	  states.	  



�  Turing	  Machine	  

�  Advantages	  
�  Captures	  Computation	  (Church-‐Turing	  Thesis)	  
�  Universal	  Simulation	  

�  Can	  take	  very	  long	  time,	  maybe	  never	  halt.	  



�  Hartmanis-‐Stearns,	  Edmonds,	  Cobham	  
�  Running	  time	  bounded	  by	  a	  polynomial	  in	  the	  length	  of	  
the	  input.	  

�  The	  “P”	  in	  P	  versus	  NP.	  
�  Problems	  in	  Applying	  to	  Economic	  Models	  

�  No	  clear	  notion	  of	  input	  length.	  
�  Race	  condition:	  Whichever	  player	  has	  the	  larger	  
polynomial	  can	  simulate	  the	  other	  but	  not	  vice	  versa.	  

�  Hard	  to	  predict.	  



�  Ben-‐Sasson,	  Kalai,	  Kalai	  

�  m,	  r	  are	  integers	  at	  least	  2	  
�  If	  r	  is	  a	  prime	  factor	  of	  m	  then	  

�  Bob’s	  payoff	  is	  2	  and	  Alice’s	  payoff	  is	  1	  
�  Otherwise	  

�  Alice’s	  payoff	  is	  2	  and	  Bob’s	  payoff	  is	  1	  

m	  

r	  



�  Computation	  time	  in	  a	  Turing	  machine	  is	  measure	  by	  
the	  number	  of	  unit	  operations.	  

�  Discount	  payoff	  of	  Alice	  of	  a	  game	  by	  δAtA	  where	  tA	  is	  
the	  number	  of	  steps	  used	  by	  Alice.	  

�  Similarly	  for	  Bob.	  
�  For	  today’s	  technology:	  δ	  ≈	  1-‐10-‐12	  

�  A	  few	  million	  computation	  steps	  will	  have	  a	  negligible	  
effect	  on	  the	  payoff.	  



�  Fortnow-‐Santhanam	  ‘10	  
�  The	  following	  are	  roughly	  equivalent	  

�  Factoring	  cannot	  be	  solved	  efficiently	  on	  average	  over	  
an	  easily	  samplable	  distribution.	  

�  For	  every	  c,	  ε	  >0,	  there	  is	  a	  γ>0	  
�  δA	  =	  (1-‐	  γ)	  δB	  =	  (1-‐	  γc)	  	  	  
�  In	  ε-‐equilibrium,	  Alice	  receives	  at	  least	  2-‐ε	  

m	  

r	  
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�  Foster-‐Vohra	  
�  There	  exists	  a	  probabilistic	  forecaster	  that	  given	  any	  
sequence	  will,	  with	  high	  probability,	  be	  calibrated	  on	  that	  
sequence.	  



�  Let	  T	  be	  a	  test	  of	  forecasters	  that	  
�  Always	  passes	  the	  “Truth”	  
�  Says	  “Pass”	  or	  “Fail”	  after	  finite	  rounds.	  

�  For	  every	  such	  test	  T,	  there	  is	  a	  probabilistic	  
forecaster	  that	  knowing	  nothing	  expect	  the	  path	  so	  far	  
will,	  with	  high	  probability,	  pass	  test	  T.	  



� We	  give	  a	  linear	  time	  tester	  
�  Passes	  “The	  Truth”	  on	  every	  distribution.	  
�  For	  every	  number	  m	  there	  is	  some	  distribution	  such	  
that	  if	  a	  probabilistic	  forecaster	  F	  fools	  our	  tester	  than	  
we	  can	  use	  the	  forecaster	  to	  factor	  the	  number	  m.	  

�  Base	  hardness	  on	  more	  difficult	  problems:	  PSPACE-‐
hardness	  (implies	  NP-‐hard).	  



	  
	  
	  
	  

1093	  Restaurants	  in	  New	  Brunswick	  
(According	  to	  Yelp)	  



�  Restaurants	  you	  have	  
eaten	  at	  before	  

�  Recommendations	  from	  
Friends	  and	  Others	  

�  Reviews	  
�  Search	  Engines	  
�  Restaurants	  you’ve	  
walked	  past	  

�  Advertisements	  



�  Carefully	  examine	  all	  1093	  restaurants	  and	  make	  
choice	  that	  optimizes	  the	  expected	  happiness	  from	  
eating	  there	  (cost,	  type	  and	  quality	  of	  food,	  
atmosphere,	  …)	  

�  Traditional	  decision	  making	  theory	  assumes	  we	  do	  
make	  choices	  in	  this	  manner.	  

� We	  have	  a	  lack	  of	  awareness	  of	  most	  restaurants.	  



�  Carefully	  examine	  all	  1093	  restaurants	  and	  make	  
choice	  that	  optimizes	  the	  expected	  happiness	  from	  
eating	  there	  (type	  and	  quality	  of	  food,	  atmosphere,	  …)	  

�  Traditional	  decision	  making	  theory	  assumes	  we	  do	  
make	  choices	  in	  this	  manner.	  

� We	  have	  a	  cost	  of	  awareness	  of	  most	  restaurants.	  



�  Carefully	  examine	  all	  1093	  restaurants	  and	  make	  
choice	  that	  optimizes	  the	  expected	  happiness	  from	  
eating	  there	  (type	  and	  quality	  of	  food,	  atmosphere,	  …)	  

�  Traditional	  decision	  making	  theory	  assumes	  we	  do	  
make	  choices	  in	  this	  manner.	  

� We	  have	  a	  computational	  cost	  of	  awareness	  of	  most	  
restaurants.	  



�  Devanur-‐Fortnow	  	  ‘09	  
�  Informal	  Definition	  

�  The	  amount	  of	  unawareness	  of	  an	  object	  is	  the	  time	  
needed	  to	  enumerate	  that	  object	  in	  a	  certain	  
environment	  and	  a	  context.	  

�  A	  context	  is	  a	  topic	  like	  “restaurant”.	  
�  The	  Environment	  would	  consist	  of	  ways	  to	  find	  
restaurants	  including	  our	  memories,	  interactions	  with	  
others,	  guidebooks,	  “The	  Internet”,	  etc.	  



High	  Awareness	  



Low	  Awareness	  





� Why	  do	  we	  keep	  Calendars?	  
�  Make	  us	  aware	  of	  needed	  information	  when	  the	  context	  
arises.	  

�  To	  Do	  Lists	  
�  Address	  Books	  
�  Email	  Programs	  
�  Desktop	  Search	  
�  Photo	  Albums	  
�  Birthday	  Reminders	  



�  Security	  2012.Pres.Obama	  on	  Intrade.com	  
�  Pays	  $100	  if	  Obama	  wins	  
�  Pays	  $0	  otherwise	  

�  Theory	  says	  price	  indicates	  probability.	  



�  James	  Surowiecki	  	  
�  Four	  Criteria	  

�  Diversity	  of	  Opinion	  
�  Independence	  
�  Decentralization	  
�  Aggregation	  

�  Information	  Markets	  capture	  all	  four	  
�  As	  opposed	  to	  committees	  or	  “experts”	  

�  Empirically	  better	  than	  polls	  and	  experts	  



�  Information	  markets	  efficiently	  aggregate	  individual	  
information.	  

�  Rational	  Expectations	  Equilibrium	  –	  Nash	  
Equilibrium	  with	  players	  having	  different	  partial	  
information	  will	  remain	  an	  equilibrium	  if	  all	  players	  
have	  union	  of	  all	  information.	  

� When	  can	  rational	  equilibrium	  be	  achieved?	  



�  Feigenbaum-‐Fortnow-‐Pennock-‐Sami	  ’05	  
�  Let	  f	  be	  a	  Boolean	  function	  on	  N-‐variables.	  

�  f:{0,1}N→{0,1}	  
� We	  have	  one	  security	  that	  pays	  off	  $1	  if	  f(x)	  =	  1	  
and	  $0	  if	  f(x)=0.	  

� We	  have	  n	  players.	  
�  Distribution	  x	  drawn	  from	  is	  common	  knowledge.	  
�  Player	  i	  is	  given	  xi.	  



�  For	  what	  functions	  do	  the	  prices	  converge	  to	  the	  
correct	  value	  of	  f(x)?	  

�  Theorem:	  The	  following	  are	  equivalent	  
�  For	  any	  initial	  distribution,	  the	  prices	  for	  f(x)	  eventually	  
converge	  to	  f(x).	  

�  The	  function	  f	  is	  a	  weighted	  threshold	  function,	  i.e.,	  
f(x)	  =	  1	  if	  Σ	  wixi	  >	  v	  for	  fixed	  real	  wi	  and	  v.	  



�  Experiments	  performed	  at	  Penn	  State	  by	  Yiling	  Chen	  
and	  Tony	  Kwasnica	  

�  Using	  five	  agents	  (inputs)	  each	  gets	  A/B	  signal	  
�  Uniform	  Distribution	  
� Majority	  (at	  least	  three	  A)	  	  
�  Parity	  (odd)	  	  
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� What	  if	  we	  have	  lots	  of	  securities	  that	  reflect	  different	  
states	  of	  the	  future,	  yet	  have	  some	  dependence	  among	  
them?	  

�  Complexity	  of	  computing	  prices	  and	  arbitrage	  
�  Fortnow-‐Kilian-‐Pennock-‐Wellman	  ’05	  

�  NP-‐hard	  and	  worse	  for	  securities	  of	  the	  form	  
Obama	  wins	  Illinois	  and	  loses	  Georgia	  

�  Chen-‐Fortnow-‐Nikolova-‐Pennock	  ‘08	  
�  Securities	  based	  on	  horse	  racing	  (permutations)	  

�  Chen-‐Fortnow-‐Lambert-‐Pennock-‐Wortman	  ’09	  
�  Computing	  prices	  in	  low	  volume	  complex	  markets	  





H	   T	  

H	   (1,-‐1)	   (-‐1,1)	  

T	   (-‐1,1)	   (1,-‐1)	  

Nash	  Equilibrium:	  Each	  player	  plays	  H	  and	  T	  uniformly	  



H	   T	  

H	   (1,-‐1)	   (-‐1,1)	  

T	   (-‐1,1)	   (1,-‐1)	  

Round	   1	   2	   3	   4	   5	   6	   7	   8	   9	   10	  

Player	  1	   H	   H	   T	   T	   H	   H	   T	   H	   T	   H	  

Player	  2	   T	   H	   H	   T	   T	   H	   H	   T	   T	   T	  

Player	  1	  
Score	  	   -‐1	   0	   -‐1	   0	   -‐1	   0	   -‐1	   -‐2	   -‐1	   -‐2	  

Nash	  Equilibrium:	  Both	  Players	  play	  uniformly	  independently	  coin	  

Requires	  10	  coins	  for	  each	  players	  



� What	  if	  Player	  2	  only	  has	  7	  coins?	  
�  Play	  7	  games	  uniformly	  and	  last	  three	  games	  Heads.	  
�  Player	  1	  will	  play	  all	  Heads	  

Round	   1	   2	   3	   4	   5	   6	   7	   8	   9	   10	  

Player	  1	   H	   H	   H	   H	   H	   H	   H	   H	   H	   H	  

Player	  2	   H/T	   H/T	   H/T	   H/T	   H/T	   H/T	   H/T	   H	   H	   H	  

Player	  1	  
Expected	  Score	   0	   0	   0	   0	   0	   0	   0	   1	   2	   3	  

This	  is	  the	  best	  player	  2	  can	  do.	  



�  Under	  reasonable	  assumptions	  we	  have	  near	  
equlibriums	  when	  
�  Both	  Players	  have	  nδ	  random	  bits	  and	  
run	  in	  arbitrary	  polynomial	  time	  

�  Player	  1	  has	  nδ	  random	  bits	  and	  runs	  in	  a	  fixed	  nc	  time	  
while	  Player	  2	  has	  k	  log	  n	  random	  bits	  and	  runs	  in	  
arbitrary	  polynomial	  time	  

�  Open	  
�  Both	  players	  have	  O(log	  n)	  random	  bits.	  



�  Complexity	  of	  Nash	  Equilibrium	  (PPAD)	  
�  Complexity	  of	  Voting	  Schemes	  
�  Halpern	  and	  Pass	  

�  General	  models	  for	  computational	  bounds	  on	  
rationality	  

�  Applications	  of	  crypto	  to	  game	  theory	  
�  Arora-‐Barak-‐Brunnermeier-‐Ge	  ‘09	  

�  Use	  computational	  hardness	  to	  hide	  information	  in	  
derivative	  pricing.	  



�  Just	  starting	  to	  see	  applications	  of	  computational	  
complexity	  to	  micro-‐economics.	  

�  Other	  Topics	  
�  No-‐Trade	  without	  priors	  
�  Multidimensional	  Prediction	  Markets	  

�  Ultimate	  Goal:	  Efficient	  Market	  Hypothesis	  
�  Strong	  Version:	  Market	  prices	  reflect	  all	  the	  aggregated	  
public	  information	  

�  Weaker	  Version:	  No	  entity	  can	  distinguish	  market	  
prices	  from	  properly	  aggregated	  prices.	  


